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Abstract

The translation of human intent into actionable commands via
neurophysiological signal interpretation forms the cornerstone of
assistive brain interfaces. Despite significant advancements in the field
of brain-computer interfaces, the persistent challenges of low signal-
to-noise ratios, extreme inter-subject variability, and the inherent non-
stationarity of neural dynamics limit the clinical and commercial
viability of these systems. This paper presents a comprehensive
framework designed to robustly decode neurophysiological patterns
through a novel integration of calibrated signal decomposition and
deep representation learning. The proposed methodology first employs
a dynamic decomposition phase that dynamically adapts to individual
baseline neural states, effectively disentangling task-relevant
oscillatory components from stochastic background artifacts.
Subsequently, a deep spatial-temporal representation learning module
leverages hierarchical feature extraction mechanisms to capture the
complex,  non-linear  relationships  embedded  within  the
multidimensional neural time-series data. Extensive evaluations on
benchmark motor imagery and event-related potential datasets
demonstrate that the synergistic effect of individualized calibration
and deep feature embedding substantially improves decoding accuracy
and information transfer rates compared to traditional state-of-the-art
pipelines. Furthermore, detailed ablation studies and interpretability
analyses reveal that the learned representations strongly correlate with
established neurophysiological phenomena, ensuring physiological
validity. This research provides a crucial step toward developing
reliable, zero-calibration assistive devices for individuals with severe
motor impairments, bridging the gap between advanced computational
modeling and practical neuro-rehabilitation applications.
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1. INTRODUCTION

1.1 Background and Motivation

Assistive brain interfaces represent a transformative frontier in biomedical engineering and
neuroscience, offering a direct communication pathway between the human brain and external
computing devices. For individuals suffering from severe neuromuscular disorders such as
amyotrophic lateral sclerosis, spinal cord injuries, multiple sclerosis, and brainstem strokes, these
interfaces provide a profound opportunity to restore functional independence and communication
capabilities [1]. By bypassing compromised peripheral nervous pathways and muscular structures,
assistive brain interfaces decode cognitive intents directly from neurophysiological signals,
translating these intentions into control commands for prosthetics, wheelchairs, or communication
spellers. Historically, the field has relied heavily on non-invasive modalities, primarily surface
electroencephalography, due to its high temporal resolution, relative affordability, and zero
surgical risk [2]. However, the acquisition of electrical activity from the scalp presents substantial
signal processing challenges [29]. The neurophysiological signals recorded are an attenuated and
spatially smeared manifestation of synchronized cortical pyramidal cell activity, severely degraded
by the resistive properties of the skull and cerebrospinal fluid [3]. Consequently, extracting robust,
reliable, and discriminative features from such complex, high-dimensional, and noisy data streams
remains the most formidable barrier to the widespread clinical deployment of assistive brain
interfaces.

The primary impediment to reliable signal interpretation lies in the inherently non-stationary
nature of neural dynamics and the profound inter-subject and intra-subject variability [4]. A
neurophysiological pattern corresponding to a specific motor intent, such as imagining the
movement of the right hand, may present drastically different spatial and temporal characteristics
not only between different individuals but also within the same individual across different days or
even different trials within a single experimental session. This variability necessitates prolonged
and fatiguing calibration sessions for the user prior to each use of the interface, which significantly
diminishes the practical utility and user acceptance of the technology [5]. Furthermore,
neurophysiological recordings are frequently contaminated by physiological artifacts, including
electrooculographic activity from eye movements, electromyographic interference from facial and
cranial muscles, and cardiac signals. These artifacts often possess amplitudes orders of magnitude
larger than the underlying cortical signals of interest, complicating the isolation of pure task-related
oscillatory dynamics [6]. Traditional signal processing pipelines, which typically concatenate
spatial filtering, frequency bandpass filtering, and linear classification, often fail to generalize
across varying noise distributions and subtle shifts in user cognitive states, highlighting the urgent
need for more adaptive and intelligent signal interpretation frameworks.

1.2 Proposed Paradigm and Contributions

To overcome the limitations of traditional, static feature extraction methods, this paper introduces
a highly adaptive framework for neurophysiological signal interpretation that amalgamates
calibrated decomposition techniques with deep representation learning. The central hypothesis of
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this research is that raw neurophysiological signals can be optimally decoded if they are first
decomposed into physiologically meaningful, subject-calibrated sub-components, which are
subsequently projected into a high-dimensional latent space using deep neural network
architectures capable of capturing non-linear spatial-temporal dependencies. Calibrated
decomposition serves as a sophisticated preprocessing and feature disentanglement step [7].
Unlike conventional rigid bandpass filtering, the calibrated decomposition algorithm dynamically
adjusts its basis functions according to a brief resting-state baseline recorded from the specific
user, thereby isolating intrinsic mode functions that contain maximal task-relevant variance while
actively suppressing stochastic noise and physiological artifacts. This customized decomposition
ensures that the downstream deep learning models are fed with refined data representations that
are highly specific to the individual's unique neuroanatomical and neurophysiological profile [8].

Following the decomposition phase, the proposed framework employs a deep representation
learning architecture tailored specifically for multi-channel time-series data. Drawing inspiration
from recent advancements in deep learning for natural language processing and computer vision,
this module utilizes a hierarchy of temporal and spatial convolutions followed by attention
mechanisms [9]. This allows the model to autonomously learn optimal feature representations
without relying on manually crafted, domain-specific features. The integration of attention
mechanisms enables the network to dynamically assign higher importance to specific temporal
windows and spatial locations that exhibit the most discriminative neural responses, thereby
enhancing both decoding performance and the physiological interpretability of the model [10]. The
primary contributions of this paper are extensively documented through rigorous experimental
validation. First, we present the mathematical and structural formulation of the calibrated
decomposition algorithm, demonstrating its superiority in isolating event-related
desynchronization and event-related synchronization phenomena over traditional static filters.
Second, we design and evaluate a bespoke deep representation network that effectively handles
the hierarchical complexity of decomposed neurophysiological signals. Finally, we conduct
comprehensive empirical analyses across multiple benchmark datasets, establishing that the
proposed methodology significantly outstrips existing state-of-the-art algorithms in terms of
classification accuracy, information transfer rate, and robustness to inter-session variability.

2. Literature Review and Background

2.1 Evolution of Assistive Brain Interfaces

The conceptualization and realization of assistive brain interfaces have undergone a remarkable
evolutionary trajectory over the past several decades. Early paradigms primarily focused on
exploiting endogenous neurophysiological responses, such as the P300 event-related potential and
steady-state visually evoked potentials. The P300 component, an endogenous positive deflection
occurring approximately three hundred milliseconds after an infrequent, task-relevant stimulus,
formed the basis of the first brain-computer interface spellers [11]. While highly reliable, these
systems were inherently slow, heavily dependent on external stimuli, and fundamentally unnatural
for continuous control tasks like operating a robotic arm or a motorized wheelchair. Parallel
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research efforts concentrated on steady-state visually evoked potentials, which are highly periodic
cortical responses elicited by observing stimuli flickering at specific frequencies. These systems
achieved significantly higher information transfer rates but subjected users to intense visual fatigue
and required intact oculomotor control, thereby limiting their applicability for completely locked-
in patients [12].

The paradigm eventually shifted toward asynchronous, spontaneous interfaces driven by motor
imagery. Motor imagery involves the covert cognitive rehearsal of a specific motor action without
any overt muscular output. This cognitive process modulates the rhythmic oscillatory activity in
the sensorimotor cortex, manifesting as event-related desynchronization, typically a decrease in
power in the mu and beta frequency bands during the imagination, followed by event-related
synchronization, a rebound in power after the imagination ceases [13]. Motor imagery paradigms
offer the promise of intuitive, self-paced control. However, they are notoriously difficult to decode
due to the subtle and highly variable nature of the associated neurophysiological changes.
Extensive literature has documented that a significant proportion of users experience BCI
illiteracy, an inability to generate decodable motor imagery patterns using traditional training
protocols. This phenomenon has catalyzed intensive research into advanced signal processing and
machine learning techniques designed to extract maximal information from minimal and noisy
cortical manifestations [14].

2.2 Classical Signal Processing and Decomposition

Prior to the deep learning era, the extraction of features from neurophysiological signals was
heavily dominated by classical linear algebra and signal processing techniques. The most
prominent among these has been the Common Spatial Pattern algorithm and its numerous variants.
The Common Spatial Pattern algorithm calculates spatial filters that maximize the variance of
spatially filtered signals for one class while simultaneously minimizing it for another, thereby
projecting the multichannel electroencephalography data into a lower-dimensional subspace where
the differences in band power are maximally discriminative [15]. While the algorithm became the
gold standard for motor imagery decoding, its performance is highly sensitive to artifacts, non-
stationary noise, and the selection of optimal frequency bands. Researchers developed filter bank
extensions of the Common Spatial Pattern algorithm, which apply spatial filtering across multiple
overlapping frequency bands and use feature selection algorithms to identify the most relevant
bands on a subject-specific basis [16].

In parallel, signal decomposition techniques gained traction as a means to separate mixed neural
sources and artifacts prior to feature extraction. Independent Component Analysis, a blind source
separation technique, has been extensively utilized to isolate and remove stereotypical artifacts
such as eye blinks and cardiac interference from neurophysiological recordings [17]. Independent
Component Analysis assumes that the observed signals are linear mixtures of independent non-
Gaussian sources. While effective for artifact rejection, its utility for extracting specific motor
intents is limited by the challenge of automatically identifying which independent components
contain the task-relevant neural dynamics. Alternatively, data-driven decomposition methods like
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Empirical Mode Decomposition and its ensemble variations have been employed to break down
non-linear and non-stationary neural time series into a finite set of amplitude-frequency modulated
components known as intrinsic mode functions. Empirical Mode Decomposition adapts to the local
characteristics of the signal without requiring pre-defined basis functions, making it theoretically
well-suited for brain signal analysis [18]. However, the phenomenon of mode mixing, where
signals of widely disparate scales appear in the same intrinsic mode function, often compromises
the interpretability and utility of the decomposed components for downstream classification.

2.3 Advancements in Deep Representation Learning

The limitations of traditional feature engineering have increasingly been addressed through the
application of deep learning algorithms, which have revolutionized domains requiring the analysis
of complex, unstructured data. In the context of assistive brain interfaces, deep representation
learning aims to automatically discover hierarchical feature representations directly from raw or
minimally preprocessed time-series data, eliminating the need for domain-expert-driven feature
extraction pipelines [19]. Convolutional Neural Networks have been widely adapted for
neurophysiological signals by treating the two-dimensional channel-by-time data matrices as
analogous to images. Specialized architectures employ temporally narrow and spatially deep
convolutional kernels to independently model the temporal frequency characteristics and the
spatial topological relationships across different sensor locations [20].

Recurrent Neural Networks, particularly Long Short-Term Memory networks, have been
investigated for their ability to model the sequential dependencies and temporal dynamics inherent
in neurophysiological data. These models are theoretically capable of learning long-range temporal
contexts, which is crucial for distinguishing between cognitive states that evolve over several
seconds [21]. More recently, attention mechanisms and Transformer architectures have begun to
supplant recurrent structures. Transformers process entire sequences simultaneously, utilizing self-
attention mechanisms to weigh the relative importance of all points in the input sequence, thereby
capturing complex temporal dependencies without the vanishing gradient problems associated
with deep recurrent networks [22]. Despite these architectural advancements, deep learning models
applied to brain interfaces often suffer from severe overfitting due to the typically small sample
sizes available in physiological datasets. Furthermore, deep neural networks are frequently
criticized as black boxes, lacking the physiological transparency required for clinical validation.
Consequently, recent literature emphasizes the need for regularized architectures, transfer learning
strategies, and intrinsically interpretable models that combine the robust pattern recognition
capabilities of deep learning with the physical grounding of neurophysiological principles.

3. Methodology for Calibrated Decomposition and Deep Representation

3.1 Framework Architecture Overview

The proposed analytical framework for neurophysiological signal interpretation operates through
a strictly sequential pipeline designed to transform raw, noisy multichannel sensor data into
discrete control commands for assistive devices. The architecture is primarily divided into three
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functional stages: the individualized baseline calibration phase, the dynamic signal decomposition
module, and the deep spatial-temporal representation learning network. Initially, the system ingests
continuous multichannel neurophysiological recordings alongside corresponding temporal event
markers. During the calibration phase, short segments of resting-state data are analyzed to establish
a subject-specific physiological baseline, characterizing the resting spectral power and typical
spatial topography of the user's alpha and beta rhythms. This baseline information is utilized to
mathematically constrain the subsequent decomposition algorithm [23].

The second stage, the dynamic signal decomposition module, processes the continuous data
streams during active intent generation. Instead of employing static bandpass filters, this module
utilizes the parameters established during calibration to decompose the complex signal into a
hierarchical set of orthogonal components. Each component is designed to isolate specific
neurophysiological oscillatory dynamics while aggressively attenuating non-correlated
background noise. The final stage feeds these disentangled components into the deep
representation learning network. This network employs a highly parameterized, multi-branch
architecture where each branch specializes in extracting distinct spatial or temporal features from
the decomposed signals. The outputs from these branches are subsequently fused and passed
through an attention-driven classification head to produce the final intent prediction [24]. The
holistic design ensures that the data presented to the deep learning classifier is highly refined,
physiologically relevant, and tailored to the unique neural signature of the user.

3.2 Calibrated Signal Decomposition Formulation

The calibrated signal decomposition process begins with the assumption that the observed
multichannel signal is a linear combination of underlying physiological sources, task-related
modulations, and stochastic noise. The objective is to identify a transformation matrix that isolates
the task-related modulations. The process utilizes a data-driven approach akin to generalized
eigenvalue decomposition, but it is strictly calibrated using the individualized resting-state
baseline data acquired during the initial setup [25]. We define two covariance matrices: one
representing the covariance of the signal during the active task intent window, and the other
representing the covariance of the signal during the resting-state baseline window. By solving the
generalized eigenvalue problem between these two matrices, we obtain a set of spatial filters that
maximize the variance of the active intent signal relative to the variance of the resting state.

Table 1Participant Demographics and Dataset Specifications

Dataset Number of | Number of | Sampling Channels Trials  per
Subjects Classes Rate (Hz) Class

Benchmark 9 4 250 22 72

MI-1

Benchmark 14 2 512 15 100

MI-2

Clinical ERP- | 8 2 256 32 120

1

200



Following the spatial calibration, the spatially filtered signals undergo temporal decomposition.
To address the mode-mixing issues prevalent in standard empirical methods, we implement a
constrained masking approach during the sifting process. The algorithm utilizes the established
dominant frequencies of the user, identified during the baseline calibration, to construct auxiliary
masking signals. These masking signals guide the iterative extraction of intrinsic mode functions,
ensuring that physiological rhythms such as the mu rhythm and beta rhythm are consistently
isolated into distinct, non-overlapping components. This tailored decomposition yields a multi-
dimensional tensor for each trial, where the dimensions represent spatial channels, time samples,
and the isolated intrinsic mode functions [26]. This structure preserves the rich spatial-temporal-
spectral information of the original signal while drastically reducing the influence of irrelevant
physiological fluctuations and environmental artifacts, creating an optimal input substrate for
subsequent deep representation learning.

3.3 Deep Spatial-Temporal Representation Learning

The deep representation learning module is specifically engineered to ingest the high-dimensional
tensors produced by the calibrated decomposition stage. The architecture relies on a multi-branch
convolutional and attention-based structure designed to hierarchically build complex
representations of the user's cognitive intent. The initial layer of the network consists of temporal
convolutional blocks applied independently to each intrinsic mode function across all spatial
channels. These temporal convolutions utilize varying kernel sizes to capture multi-scale temporal
dynamics. Short kernels are optimized for capturing high-frequency transient events, while longer
kernels are designed to integrate information over extended windows, capturing slow cortical
potentials and low-frequency modulations [27]. The output of these temporal blocks is
subsequently passed through a spatial convolutional layer. This layer operates across the channel
dimension, learning to dynamically combine information from different sensor locations to form
robust spatial patterns.

201



1. Multi-channel 2. Subject-Specific 3. Multi-scale Temporal and Spatial 4. Latent F.nlur. 5. Task-Specific
C. C lodule

utpu
.g., Cl ification,
Temporal Decomposition Branch ®Bagression, or

Reconstruction)

Data Acquisition

Temporal
Convolution
(--CNN)

Baseline
Period

Temporal
Feature

Calibration
Matrix

EEG
CH1
CH2 A MMM AN

Raw
Multi-channel
s

% Time-serie:
CHN «\MAW\(MJ‘,M DitH
Baseline Period

Spatial
eature —
Maps. Data Stream

: ([ Process ing Block
Spatial 4
Convolution () calibration Component
(s-CNN) ~——» Attention Connection
- Feature Map
Spatial
Feature Maps

Figure 1 Comprehensive Schematic of Calibrated Decomposition and Deep Representation Pipeline

To effectively integrate the multi-scale temporal and spatial features extracted across the different
intrinsic mode functions, the network employs a sophisticated attention mechanism. This attention
layer functions by calculating a compatibility score between a learned query vector and the output
representations from the spatial convolutional layers. The compatibility scores are converted into
normalized attention weights via a softmax activation function, which are then used to compute a
weighted sum of the feature representations. This process allows the network to dynamically focus
its representational capacity on the specific time windows, spatial locations, and decomposed
frequency components that carry the most discriminative information for the current trial.

Table 2 Hyperparameter Configuration for the Deep Representation Network

Parameter Temporal Block | Spatial Block Attention Classifier Head
Module
Kernel Size [1,25],[1,50] [22, 1] N/A N/A
Filter Count 16, 32 32 N/A N/A
Activation Exponential Exponential Softmax Softmax
Linear Linear
Dropout Rate 0.25 0.25 0.50 0.50

3.4 Optimization and Loss Functions

The optimization of the deep representation learning network requires a delicate balance between
maximizing classification accuracy and ensuring the generalizability of the learned latent spaces.
To achieve this, the network is trained using a composite loss function that integrates both
supervised classification objectives and unsupervised manifold regularization. The primary
component of the loss function is the standard categorical cross-entropy loss, which quantifies the
divergence between the predicted intent probabilities and the true intent labels provided during the
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training phase. This objective strongly drives the network to separate the feature representations
of different cognitive intents in the final classification layer.

However, relying solely on cross-entropy loss often leads to severe overfitting, especially given
the high inter-session variability of neurophysiological signals. To counteract this, a contrastive
representation loss is incorporated into the training objective. This supplementary loss function
operates on the latent representations generated just prior to the final classification head. It aims
to minimize the intra-class distance—forcing the network to map trials of the same cognitive intent
to closely clustered points in the latent space—while simultaneously maximizing the inter-class
distance—pushing the clusters representing different intents far apart. By co-optimizing the cross-
entropy and contrastive representation losses, the network learns a highly structured and robust
latent manifold. This manifold is significantly more resilient to minor perturbations and shifts in
the input signal distribution, thereby dramatically improving the cross-session generalization
capabilities of the assistive brain interface system without requiring extensive recalibration prior
to every use.

4. Experimental Results and Discussion

4.1 Evaluation Datasets and Preprocessing Protocol

The empirical evaluation of the proposed framework was conducted utilizing three prominent
benchmark datasets extensively recognized within the assistive brain interfaces community, as
detailed in the methodology section. The first dataset involves four-class motor imagery tasks,
including the imagination of left hand, right hand, both feet, and tongue movements. The second
dataset focuses on binary motor imagery tasks under varying background noise conditions. The
third dataset comprises clinical recordings of event-related potentials collected from individuals
with partial motor impairments to evaluate the system's performance on endogenous, stimulus-
locked paradigms. To ensure rigorous and unbiased evaluation, a strict chronological cross-
validation strategy was implemented. For each subject, the initial sessions were exclusively used
for training the deep representation network and establishing the resting-state calibration baseline,
while the subsequent, chronologically distinct sessions were strictly reserved for testing. This
approach accurately mimics the real-world deployment scenario of an assistive device, where a
system trained on historical data must perform reliably on novel, future data streams.

The preprocessing protocol was standardized across all datasets to ensure that improvements in
performance could be attributed directly to the proposed calibrated decomposition and deep
learning architecture rather than arbitrary data manipulation. Raw continuous signals were first
subjected to a computationally efficient notch filter to eliminate powerline interference at fifty or
sixty hertz, depending on the dataset's geographical origin. Subsequently, a broad bandpass filter
spanning from zero-point-five to one hundred hertz was applied to remove baseline drift and high-
frequency recording artifacts. The continuous data were then segmented into discrete epochs
corresponding to individual trials, time-locked to the presentation of the visual or auditory cue
initiating the cognitive task. Crucially, no manual artifact rejection was performed on the training
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or testing sets; the algorithms were required to autonomously handle the presence of typical
physiological noise, demonstrating the robustness of the integrated methodology [28].

4.2 Comparative Performance and System Efficacy

To benchmark the efficacy of the calibrated decomposition and deep representation learning
framework, its performance was systematically compared against a comprehensive suite of
baseline models representing both classical machine learning and current deep learning state-of-
the-art approaches. The classical baselines included the Filter Bank Common Spatial Pattern
algorithm coupled with a Support Vector Machine classifier, which represents the pinnacle of
traditional feature engineering for motor imagery. The deep learning baselines included a
standardized compact Convolutional Neural Network designed specifically for neurophysiological
signals, as well as a deeper, more parameterized convolutional architecture known for exceptional
performance on large-scale physiological datasets. The primary evaluation metrics employed were
multi-class classification accuracy and the Information Transfer Rate, a standardized metric that
incorporates accuracy, the number of classes, and the time required per decision, providing a
holistic measure of the communication channel's bandwidth.

Table 3 Performance Metrics Comparison Across Baseline and Proposed Models

Model Average Peak Accuracy | Information Cross-Session

Architecture Accuracy (%) (%) Transfer Rate | Decline (%)
(bits/min)

Filter Bank | 67.4 78.2 14.5 18.3

Spatial Pattern

Compact 71.8 83.5 18.2 15.1

ConvNet

Deep 74.2 86.1 21.0 14.7

Convolutional

Network

Proposed 84.6 94.3 324 52

Framework

The empirical results conclusively demonstrated the superiority of the proposed framework across
all evaluated dimensions. As summarized in the comparative analysis, the integration of calibrated
decomposition and deep representation learning achieved a significant increase in average
classification accuracy over the best-performing baseline model. More importantly, the proposed
framework exhibited a remarkable resilience to cross-session variability. While traditional and
standard deep learning models experienced a severe degradation in performance when evaluated
on data recorded on different days, the proposed architecture maintained highly consistent
decoding accuracy. This stability is directly attributable to the calibrated decomposition module,
which successfully standardizes the input distribution by dynamically adjusting to the subject's
baseline state, thereby mitigating the covariate shift that typically paralyzes machine learning
algorithms in this domain. The substantial improvement in the Information Transfer Rate further
highlights the practical clinical viability of the system, enabling significantly faster and more
reliable communication for end-users.
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4.3 Ablation Studies and Architectural Analysis

To systematically quantify the individual contributions of the primary architectural components, a
series of comprehensive ablation studies were executed. The studies involved dismantling the full
framework and evaluating the performance of its constituent parts in isolation. In the first ablation
scenario, the calibrated decomposition module was entirely bypassed, feeding the raw, broadly
filtered multi-channel signals directly into the deep spatial-temporal representation learning
network. The results indicated a sharp decline in overall accuracy and a massive increase in the
variance of performance across different subjects. This outcome strongly validates the necessity
of the decomposition phase; the deep network, despite its high capacity, struggles to autonomously
disentangle the subtle motor intent signatures from the high-amplitude background physiological
noise without the structural priors provided by the calibrated decomposition.

In the second ablation scenario, the decomposition module was retained, but the deep
representation learning network was replaced with a traditional linear classifier. This configuration
also resulted in sub-optimal performance, failing to leverage the complex, non-linear relationships
present within the multi-dimensional decomposed tensors. Furthermore, modifications to the
internal structure of the deep learning module, specifically the removal of the attention mechanism,
led to a measurable decrease in the Information Transfer Rate. Without the attention layer, the
network was forced to assign equal weight to all temporal segments of the trial, including the
latency periods before the onset of the physiological response and the recovery periods after the
response had faded. The attention mechanism's ability to dynamically isolate the most informative
temporal windows proved critical for maximizing the signal-to-noise ratio at the feature level,
cementing the value of the integrated, multi-stage architectural design.

4.4 Physiological Interpretability and Discussion

A frequent and valid criticism of deploying deep learning models in biomedical engineering is
their inherent lack of transparency. For an assistive brain interface to be adopted in clinical
environments, it is imperative that the model's decision-making process can be audited and aligned
with established neurophysiological principles. To address this, extensive interpretability analyses
were conducted on the trained deep representation network. By projecting the learned weights of
the spatial convolutional layers back onto a high-resolution topographical map of the scalp, we
reconstructed the spatial activation patterns driving the model's predictions. For tasks involving
the imagination of right-hand movements, the topographical maps consistently revealed strong
focal activations over the left sensorimotor cortex, perfectly mirroring the contralateral
organization of the human motor system and the widely documented spatial distribution of event-
related desynchronization.

Similarly, an analysis of the temporal attention weights provided profound insights into the
temporal dynamics of cognitive intent processing. The attention mechanism consistently assigned
near-zero weights to the initial hundreds of milliseconds following the presentation of the stimulus
cue, effectively learning to ignore the purely visual processing and reaction time latency. The
attention weights sharply peaked precisely during the temporal window where neurophysiological
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literature indicates maximal modulation of the sensorimotor rhythms occurs. This autonomous
discovery of physiologically plausible spatial and temporal regions of interest confirms that the
proposed framework is not merely exploiting arbitrary statistical artifacts within the dataset to
achieve high classification accuracy. Instead, the combination of calibrated decomposition and
geometrically constrained deep representation learning forces the network to converge upon
robust, genuine physiological phenomena. This strong alignment between the model's internal
representations and established neuroscience significantly enhances confidence in the reliability
and safety of the proposed system for end-users requiring dependable assistive technology.

5. Conclusion

This paper has presented and rigorously evaluated a novel, comprehensive framework for the
interpretation of neurophysiological signals in assistive brain interfaces, centered on the
synergistic integration of calibrated signal decomposition and deep spatial-temporal representation
learning. By dynamically adapting to the individual user's resting-state baseline, the calibrated
decomposition module successfully addresses the pervasive challenges of non-stationary neural
dynamics and overwhelming background physiological artifacts. This foundational preprocessing
stage ensures the extraction of highly refined, physiologically meaningful intrinsic mode functions.
The subsequent processing of these components through a bespoke deep neural network
architecture, featuring multi-scale temporal convolutions and attention mechanisms, enables the
system to construct robust and highly discriminative latent representations of cognitive intent. The
empirical evaluations conducted across diverse benchmark datasets unequivocally establish that
the proposed methodology significantly outperforms traditional feature engineering approaches
and standard deep learning architectures, particularly in mitigating the severe performance
degradation typically associated with cross-session and inter-subject variability.

The implications of this research for the future of assistive technologies are substantial. By
dramatically improving the decoding accuracy, increasing the information transfer rate, and
significantly reducing the necessity for exhaustive daily recalibration sessions, this framework
brings non-invasive brain-computer interfaces considerably closer to continuous, reliable
deployment in real-world clinical and domestic environments. The demonstrated physiological
interpretability of the learned spatial-temporal features further ensures that the system operates on
valid neuroscientific principles, fostering trust among clinicians and users alike. While the
computational complexity of training the deep representation network remains higher than
traditional linear methods, the inference time during active operation is negligible, allowing for
seamless, real-time control of prostheses or communication devices. Future research vectors will
focus on optimizing the network architecture for extreme low-power edge computing devices,
exploring the integration of semi-supervised learning techniques to dynamically update the
calibration baseline during active use, and validating the system's efficacy through longitudinal
clinical trials with the target patient demographic.
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